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Introduction

A Game of Life is a cellular automaton designed in 1970 by the mathematician John
H. Conway [1]. According to its original formulation, it consists of a squared grid
of cells that can exist in two states: dead or alive, which constitute the population.
The population at a given time is also called a generation. A generation G evolves
according to a simple set of rules, which are applied simultaneously to every cell:
1. Note that each cell has 8 neighbors: four orthogonally and four diagonally.
2. Survivals: Every alive cell with 2 or 3 alive neighbors remains in its state.
3. Deaths: Every alive cell with four or more neighbors dies from overpopulation,
while every alive cell with one neighbor or less, dies from isolation. Its state
is switched to dead.
4. Births: Every dead cell with exactly 3 alive neighbors is switched on. It stays
dead otherwise.
As the rules are applied simultaneously, the "newborn" cells do not participate
in the count for their neighbors. This very simple set of rules can produce an
extremely complex evolution, depending on the initial state, which might result in
a complete extinction, in the formation of repeating, oscillating patterns, or stable
configurations. A visual representation of a generation is shown in figure 1.

Figure 1: Graphic representation of a generation in the Game of Life. Alive and dead
cells are shown as yellow squares, respectively. The red and green lines represent
the position of the intelligent community, and of its sight range (see text). The blue
square represents the action the agent. In the picture: creating an alive cell.
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The complexity emerging from such a simple set of rules has inspired both scientists
and enthusiasts to develop different versions of the game, by playing with the rules,
the geometry of the grid, the number of dimensions of the grid, the shape of the
cells, the number of possible states or different rules of switching the state of each
cell, and the model itself inspired research in biology [2], artificial life [3], and even
physics [4]. The Game of Life has proven itself to be an incredibly versatile tool in
a variety of different problems.
We were inspired by the following question: can we teach a community of cells to
regulate itself, in order to increase its chances of survival? In other words: if a group
of cells can modify itself intelligently, will the lifespan of such community be longer
than a non-intelligent group? Without any intention of extending the implications
of such an answer outside of the game of life itself, we still consider this a fascinating
question, and an exciting computational challenge. To try to give an answer to this
question, we implemented an artificial intelligence through a reinforcement learning
algorithm, with the aim of maximizing the internal population, and the chances of
survival of a small community within an evolving game of life world.
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Reinforcement Learning

Reinforcement learning is an area of machine learning in which the model, called
agent learns how to take actions in an environment (a policy) in order to maximize
an expected cumulative reward, i.e. a number which abstractly describes how well
the agent is performing. The standard approach to reinforcement learning is to
describe the state-action process as a Markov chain, i.e. a succession of events in an
environment in which the possible future events only depend on the current state
of the environment. Crucially, this means that previous events that generated the
current environment are irrelevant for the possible future events: given the present,
the future does not depend on the past. The Game of Life indeed behaves like a
Markovian environment, as the evolution of the population from time t to t + 1
only depends on the generation at time t. In addition, we are going to introduce an
agent, which chooses one action among many possible ones, which also determines
the future state, as in a (deterministic) Markov decision process (MDP). In section
3 we discuss in detail the possible actions which the agent can take, and we define
the reward.
Q-learning is a widely-used reinforcement learning algorithm, which has the advantage of being able to learn the optimal policy without requiring a model of the
underlying Markov decision process. We will shortly discuss here how this works
in practice. Given the set A of all the possible actions a and the set S of all the
possible states s, performing the action a in the state s yields a reward r(s; a). In a
deterministic setting the value of Q will be iteratively computed as follows:
Q(s; a) ≡ r(s; a) + γ max
Q(s0 ; a0 )
0
0
{a ∈A }
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with A0 the set of possible actions starting from state s0 .
Therefore the Q value of an action depends on the value of the action itself and also
on the value of future moves, discounted by the factor γ. Decreasing γ makes the
agent prefer to obtain a smaller reward sooner rather than a larger one later.
If A and S contain a small number of elements, the Q-value of each state-action
pair can be stored in a so-called Q-table that is iteratively updated as the agent
explores the environment. However, when the dimension of these sets are large, this
approach requires an excessive amount of memory, as the Q-table can easily become
extremely large. Rather than filling a Q-table, we can estimate the Q-value for each
state-action pair using a machine learning algorithm, which receives the current state
in input, and returns a Q value for each of the possible actions. In Google Deep
Mind, an algorithm called deep Q-learning (DQL) had proven successful with playing
Atari games [5]. DQL consists in a convolutional neural network (CNN), with the
addition of experience replay, a feature which trains the model using a random
sample of moves in a temporary memory, rather than the last move performed.
Indeed, standard online deep Q-learning suffers from the fact that consecutive time
steps are strongly correlated, which leads to inefficient training, and possibly to
unwanted feedback loops. Experience replay removes both the weaknesses of online
Q-learning, and allows much better convergence rate.
Inspired by the work on Atari, we have decided to train a few different neural
network architectures using experience replay: one with a CNN, and four with a
fully connected NN.
2.0.1

Neural Networks

A Neural Network (NN) is an architecture based on a fundamental unit, called
neuron, which mimics the structure of a biological brain. Each neuron computes a
weighted sum of its inputs plus the biases, and sends it to an activation function,
such as a step-function or a sigmoid, which outputs zero, or a non-zero value if its
input is below a certain threshold. Assuming N inputs x1 ; ...; xN , the output of a
neuron is given by:
!
N
X
o=Ψ
w k xk − T
k=1

where T is the bias, a threshold for activating this neuron, and Ψ is the chosen
activation function.
A generic fully connected network is composed by an input layer of neurons (one
neuron per each input), and an output layer (one neuron per each output), with
or without hidden layers in between. The network is said to be fully connected
because each neuron of a layer is connected to all the neurons of the next layer.
During the training process, an input is given to the first layer, which propagates
to the output according to the weights, biases, and activation functions. The error,
calculated by comparing the estimated Q value before and after the action is taken,
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is then propagated back throughout the network to correct the weights and the
biases themselves, following an algorithm called backpropagation.
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2.0.2

Convolutional Neural Networks

A Convolutional Neural Network (CNN) consists of an input, output, and a number
of hidden layers. The hidden layers normally consist of 2D convolutional layers,
which apply a filter to a subset of neurons the previous layer. A filter connects each
neuron of a layer with only a subset of the neurons of the previous layer, so that
a large number of neurons can be used without introducing too many weights. A
sketch of a CNN is shown in fig. 2. The filter takes the output of a subset of neurons
of the previous layer (red 3 × 3 matrix in fig.2), performs a weighted sum, which
passes through an activation function, and goes in input to a neuron of the next, and
then rigidly shifts along the 2D dimension by an amount called stride, and repeats
the process for the next neuron. By doing so, the cross-section of each layer of the
CNN is convoluted in another (usually smaller) one, which dimensions depends on
the size of the filter and on its stride. More than one filter can be applied to a given
layer, resulting in a subsequent layer formed by multiple slices, one per each filter.
The final layer is usually fully connected.

Figure 2: Schematic drawing of a sample CNN: the middle layer applies a 3 × 3 filter
(red) on the leftmost layer. This layer moves with stride 1, and applies no padding.
The rightmost layer applies a 2 × 2 filter (blue) on the middle layer. This filter also
moves with stride 1 and applies no padding.
The training of a CNN is identical in principle to the one of a fully connected NN.
The use of several layers can be problematic when a smooth activation function is
used, as its derivative, typically small, appears in the backpropagation of the error,
and can lead to undesirably small updates to weights and biases. This problem is
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usually avoided by employing non-smooth activation functions, such as the rectified
linear unit, which is zero for negative arguments, and linear otherwise.
2.0.3

Loss Function

The weights of the neural network, be it convolutional or fully connected, are iteratively updated using gradient descent over a loss function. In order to speed
up convergence, however, the model estimating Q is decoupled from the one whose
weights are being updated, and the latter overwrites the former after a certain number of steps. Starting from some initial values set to the weights w0 , the estimator
predicts a Q-value for the state-action pair (s; a) given by:
h
i
0 0
Q(s; a; w0 ) = E r(s; a) + max
Q(s
;
a
;
w
)
0
0
a

After a certain number of moves performed by the agent, the actual Q-values gathered are used to update the weights, and the loss function L, which is the mean
squared error, is computed. At the k-th update step:


Lk = E (Q(s; a; wk−1 ) − Q(s; a; wk ))2
Allowing the algorithm to update its weights only after a certain number of steps
makes convergence easier than a continuous update.
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Implementation

In this section we describe the construction and the training of our models. We employed the Keras-RL library [6], which implements several deep reinforcement learning models. It is integrated with the OpenAI Gym environment [7], a customizable
python class which permits to easily implement any custom learning environment,
provided that the following methods are defined:
1. environment.step(action) which takes an action as input, and returns
an observation on the system, namely: the environment at the next step,
the value of the reward for the current state-action pair, and a termination
variable, which signals if the current game has reached the end.
2. environment.reset() which refreshes the environment with a random initialization and returns the initial observation.
3. (optional) environment.render() which provides a visual output of the environment.
In this implementation, we built game of life as a OpenAI Gym environment. The
current state of the world is stored as a 2 dimensional matrix where ones and zeros
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represent alive and dead cells, respectively. During the training and testing process,
the model passes an action to the environment, which applies the action to the world,
and evolves it to the next time step; then it returns a reward and an observation
of the future state to fit the model. In addition, the environment can return a
termination variable, which forces the reset.
We constructed a world constituted by a 50 × 50 grid with periodic boundary
conditions, within which we consider a 4 × 4 community onto which the learning
agent can act, by receiving information on the environment in a 20 × 20 grid around
it, which is referred to as the sight range of the community. The set of actions which
can be chosen by the agent are the following: given a generation Gn at the time
step tn , the agent can act by switching the state of a single cell within the 4 × 4
community, i.e. it can kill a single alive cell, or create one. Then, the regular set
of rules apply to all cells, and the population evolves to the generation Gn+1 . As
mentioned before, there are 16 possible actions, corresponding to on/off switching
of any cell within the 4 × 4 community.
An important parameter is the initial filling, i.e. the fraction of alive cells which
the world is initialized with. Indeed, if the world is completely full, or completely
empty, all the community will be extinguished in a single generation. During all the
training process, and unless specified otherwise, we always used a filling of 0.4, i.e.
the world was initialized randomly with 40% of alive cells.
The reward and the termination rules are defined as follows:
• extinction: if all cells within the 4×4 community are dead: return a negative
reward equal to: 42 ×max_iter/1+curr_step, and reset the environment.
• survival : if any cell within the 4 × 4 community is alive: return a positive
reward equal to the number of alive cells in the community.
• termination if curr_step has reached the maximum number of steps (max_iter),
reset the environment. In all our calculations we used max_iter = 500.
In order to maximize the reward, the agent should learn which actions extend the
survival of the population inside the community, prioritizing that at least one member of the community remains alive. There is a large negative reward if all cells
in the community die within the first time steps. As the community survives for
a longer period of time, the negative reward is discounted, and the cumulative reward becomes positive, as a small positive reward is given at each time step. If the
maximum number of steps is reached, the current game terminates with no negative
reward.
As we approach the estimation of the Q-value of a state-action pair using a
machine learning model, it is not obvious a priori which architecture will perform
better. In order to assess it, we constructed a CNN and a few dense neural networks,
and compared their performances. It is useful to remind here the goal that we were
hoping to achieve with the ML model: increase the time in which there is at least
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one alive cell in a small portion of the world, and possibly increase the number of
alive cells inside. To this purpose, we can consider three useful metrics:
1. Average reward.
2. Average time before extinction.
3. Loss function (during training).
In particular, we can compare metrics 1 and 2 with those of a control system, in
which the agent only takes random actions. With this control, we can assess if the
model is doing at least better than chance in a consistent way. Monitoring the loss
function is useful to assess whether the model is proceeding with significant updates or not. In the following sections, we present a few different architectures, and
compare their performances. For all the architectures presented, the training was
carried out using a linear-annealed -greedy policy over at least 700.000 iterations.
The -greedy policy is such that the system has a probability  of doing a random
action, and a probability 1 −  of doing the action with the highest expected Q. The
training starts with  = 1, which is linearly reduced to  = 0.05 as the training proceeds, which is a reasonable compromise between exploration of all possible moves,
and exploitation of successful strategies found by the model.

Training
We began by training a deep CNN and a fully connected NN with one hidden
layer (NN-A). For both models we used the rectified linear unit (ReLU) as activation
function for all layers except the last one, which is linear. Details on the model
architectures are provided in Appendix A.
Each algorithm played the Game of Life until the community was extinct or the
game reached the maximum number of steps, and then started again until a total of
740.000 periods have been played. In figure 3 we show the metrics during training for
the CNN, and the NN-A, together with a control group, where only random actions
are taken.
As shown, the reward for the fully connected NN is consistently higher than the
one obtained by the CNN, which performs worse than the NN, and as well as the
control group. Although a definitive answer would require more attempts, it might
be possible that in the game of life the local information extracted by the CNN is
not enough to convey an accurate prediction of future states. Indeed, a difference
in the position of a single cell often results in an entirely different evolution.
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Figure 3: Comparison between a CNN (solid blue line) and a fully connected NN
(solid red line), against the control group (dashed sky blue). Top-left: linearannealed  value, top-right: loss function, bottom: cumulative reward.
Since in our first attempt the NN performed better, we tried to optimize the fullyconnected NN architecture. The hyperparameters that we choose to experiment with
are the number of hidden layers, the number of neurons in each hidden layer, and
the activation function of each layer. We also decided to perform training runs over
2.000.000 steps. We constructed three different of a fully connected NNs, named
NN-B, NN-C and NN-D, which differ by the number of hidden layers and activation
function (the detailed layouts are provided in Appendix A):
• NN-B: 2 hidden layers, uses a sigmoid as activation function for all the layers.
• NN-C: 1 hidden layer, uses ReLU as activation function for input and hidden
layer, linear function for the output layer. It is the same architecture as NN-A,
trained for a larger number of steps.
• NN-D: 2 hidden layers, uses ReLU as activation function for input and hidden
layers, linear function for the output layer.
In figure 4 we show the training process of the three networks, together with the
control group.
The reward for NN-B is significantly worse than for the other two, and appears
to be doing worse than random chance. As this model uses a sigmoid activation
function, it likely suffers from the vanishing gradient problem due to its multi-layer
architecture. The model in NN-C performs much better than NN-A, which has an
identical architecture, meaning that the longer training was largely beneficial to its
performances, and seems to be our best-performing model.
Finally, model NN-D, which has two hidden layers, performs better than random
chance but not better than NN-C. Considering the loss function: for the model NN-B
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Figure 4: Comparison between three fully connected NN architectures: NN-B (solid
yellow line), NN-C (solid purple line), and NN-D (solid green line), against the control
group (dashed sky blue lines). Top-left: linear-annealed  value, top-right: loss
function, bottom: cumulative reward.
it increases with the number of steps, which means that the training is not working
at all. For NN-C the loss function decreases, and starts flattening after about 1.5
million steps, although there is likely still room for improvement. Finally, for NN-D
the loss function drops quickly at the beginning, and rapidly flattens out, meaning
that the NN has stabilized over a sub-optimal policy.
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4

Testing

We tested the performances of the models trained in the previous section over 5000
matches each. In figure 5 we show a bar diagram with the average cumulative
reward, and the average number of steps for which the model survived, that we call
lifetime.

Figure 5: Average reward (left) and lifetime (right) for all the models over 5000
games. The legend contains a summary of the characteristics of the NNs: numbers
of hidden layers (HL) and activation function.
The performance observed during the training phase seems to be maintained: NN-A
and NN-B are worst two, as they show an average reward and lifetime comparable
with or worse than the control group. We remind that NN-A and NN-C are the
same NN, with NN-C undergoing a more extensive training that resulted in much
better performance. NN-D is the second best in terms of the reward, but the average
lifetime that it could achieve is less than half of the one reached by NN-C. Model
NN-C and NN-D show an identical reward but very different lifetimes. This result can
be explained by plotting the distribution of the game length during the test, shown
in fig. 6.
As shown by the first bin of the histogram, NN-C has slightly more cases in which
the community dies in the very first steps. We remind the reader that the negative
1
, where n is the number of steps, therefore a stop in
reward has a trend like − n+1
the very first rounds has a very large impact over the (negative) reward. NN-C is
much more successful in having communities survive for longer times, but has more
communities which become extinguished in the very first steps. The two effects
balance out, so that in the end the two models have a similar average cumulative
reward. In fig. 6 we also show how for in the testing of NN-D the majority of the
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Figure 6: Histogram of the lifetime reached by each trial during the testing of NN-C
and NN-D. The first bin, relative to 0-5 periods of lifetime, highlights the cases in
which the community immediately dies, most likely due to the initial conditions.
episodes last between 5 and 200 steps (93.6% of the trials), while in the testing of
NN-C the 400-500 bin is reached about 10% of the times, with 25.8% of the trials
lasting over the 200 periods mark.
Due to the high dependence of the first steps of the evolution on the initial condition,
we argue that this effect might depend the initial filling with which the grid is
generated. We repeated the testing of NN-C and NN-D for different initial population
densities, which we will refer to as ρ0 , without re-training the model.
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In the following figure we show the same distribution shown in Fig.6 for different
values of ρ0 : 0.2, 0.4, 0.6, 0.8. All the other parameters are kept fixed. As shown
in fig. 7, the distribution of lifetime greatly depends on the initial conditions: by
gauging ρ0 , the amount of games that end in the first 5 periods changes dramatically:
from about 4800 for 0.8 to about 350 for 0.4.

Figure 7: Histograms of the lifetime reached by each trial during the testing of NN-C
and NN-D, for different initial population densities ρ0 . The first bin, relative to 0-5
periods of lifetime, highlights the cases in which the community immediately dies,
mostly due to the initial conditions.
Overall, model NN-D has worse performances regardless of the initial conditions, since
it consistently fails to reach longer games, while with NN-C the community survives
for at least 200 periods 25% to 34% of the times, depending on the initial conditions.
In addition, we noticed that NN-D performs worse for smaller values of ρ0 , for which
more games end in the first 5 periods and the lifetime is shorter: for ρ0 = 0.2; 0.4
the community never survives until termination. On the other hand, NN-C seems to
thrive on lower population densities, since the percentage of the games that reach
the last bin grows from 10% to about 12.5%. for both ρ0 = 0.2; 0.4. Even for the
case with ρ0 = 0.8, for which overpopulation causes the community to die almost
immediately, NN-C shows 165 trials (3.3% of the total) that manages to survive over
400 periods.
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Conclusions

In our work, we tested whether an intelligent agent could manage a subset (called
community) of the world in the Game of Life to increase its survival chances. So we
implemented a framework in which an agent could change the state of a cell in the
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subset, which evolved accordingly. The policy of the agent was obtained through a
Q-learning algorithm, in which the Q value is predicted by a neural network.
We trained and tested five different models: one convolutional neural network,
and four fully connected neural networks, and we evaluated their average cumulative
reward and the average lifetime of each community. A fully connected neural network
with one hidden layer with 64 nodes with rectified linear unit as activation function,
and a linear activation function at the output achieved the best performances, with
about 10% of the games lasting over 400 time steps.
Moreover, we tested the model with a different initial population density. With
a 20% and 40% initial density, about 13% of the games lasted over 400 time steps,
meaning that our model performs better with a lower density of alive cells. Our
best neural network also largely outperforms the convolutional neural network. We
argue that this might be due to the presence of long-range spatial correlations in
the Game of Life, which are lost in the first convolution layers. In this perspective,
an architecture with a fully connected layer after the input, followed by one or more
convolution layers, may represent an ideal compromise, and a further development
of this model.
Overall, our agents were able to learn how to effectively extend the lifetime
expectancy of the community by performing a simple set of actions. The most
successful agent largely outperforms a random choice of action.

Appendix A: Networks layout
.0.1

Model 1 - CNN

Layer type
Input Layer
Reshape Layer
Conv2D
Conv2D
Conv2D
Flatten
Dense
Dense (output)

.0.2

Shape
Filter
(1,20,20)
(20,20,1)
(20,20,1) (5,5)
(5,5,4)
(3,3)
(3,3,8)
(3,3)
(1,1,16)
(16)
(16)

Channels

Strides

Padding

Activation

4
8
16

(4,4)
(2,2)
(3,3)

same
same
valid

ReLU
ReLU
ReLU
ReLU
Linear

Model 2 - NN-a
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Layer type
Input Layer
Hidden Layer
Ouput Layer
.0.3

Size
400
64
16

Activation
ReLU
ReLU
Linear

Model 3 - NN-b

Layer type
Input Layer
Hidden Layer
Hidden Layer
Ouput Layer

Size
400
128
64
16

Activation
Sigmoid
Sigmoid
Sigmoid
Sigmoid
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.0.4

Model 4 - NN-c

Layer type
Input Layer
Hidden Layer
Ouput Layer

.0.5

Size
400
64
16

Activation
ReLU
ReLU
Linear

Model 5 - NN-d

Layer type
Input Layer
Hidden Layer
Hidden Layer
Ouput Layer

Size
400
128
64
16

Activation
ReLU
ReLU
ReLU
Linear
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