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Abstract—Information exchange has a key role both in dis-
tributed systems and in Data Centers. The all-to-all personalized
communication (or complete exchange) is a relevant communica-
tion pattern in multiprocessor applications, such as matrix trans-
position, fast Fourier transform and distributed table lookup, and
in Data Center applications, such as MapReduce and Spark. All-
to-all personalized communication problem has been extensively
studied in the past for many networks topologies. Interesting
results are on Multistage Interconnection Networks (MINs) with
logN stages (N is the size of the network), and are based on
the realization of a sequence of permutations forming a Latin
square, i.e. a matrix whose elements occur once in each row and
each column. If a particular Latin square is desired, MINs with
logN stage are not adequate, since they cannot realize all possible
permutations. On the contrary, the use of double MINs, having
2 logN − 1 stages, can allow in principle the realization of any
Latin square, the use of which could make possible particular
applications.

In this work, we consider the Butterfly-Butterfly network to
realize the Latin square consisting of the identity permutation and
its N − 1 rotations, and we show how to obtain the sequence of
rotations forming such a Latin square, without storing it. We
propose a method to realize the N permutations in pipeline
fashion in O(N) time, that is optimal. Our method can also
be applied in systems that use a single Butterfly simply passing
through the network twice, and in Data Centers using the
flattened butterfly as network.

Index Terms—All-to-all personalized communication, MINs,
Latin squares, Butterfly network

I. INTRODUCTION

In distributed systems, processors and memories need to

communicate with each other to exchange data. Among possi-

ble communication requests, a particularly challenging scheme

in terms of performance and scalability is represented by the

all-to-all communications. In their turn, all-to-all communica-

tions can be classified, according to the type of message to

be sent, as all-to-all broadcast and all-to-all personalized. In

all-to-all broadcast every processor sends the same message

to all other processors, whilst in all-to-all personalized com-

munication each processor sends a distinct message to every

other processor. The all-to-all personalized communication

(also denoted as complete exchange or total exchange) is a

relevant communication pattern and plays an important role

in many applications such as matrix transposition, fast Fourier

transform (FFT) and distributed table lookup.

Cloud Data Centers consist of thousands of computers inter-

connected to provide cloud services. A Data Center network is

defined as a centralized infrastructure providing several large

scale computing and diversified network services. Data center

network structures fall into two categories [1], [2], namely

switch-centric structures, where the routing and forwarding are

performed by the switches, e.g. fat tree and flattened butterfly,

and server-centric structures, where servers are also involved

in data forwarding and routing, e.g. BCube and CamCube.

In Data Centers with communication-intensive applications,

such as MapReduce applications, scientific computing, Spark

applications and cloud gaming, all-to-all communication is

required to exchange or shuffle data among distributed nodes,

and can be realized allocating a non-blocking network to every

service [3].

All-to-all personalized communication problem has been ex-

tensively studied in the past years for many network topologies,

such as meshes, tori, and hypercubes, and more recently also

for hierarchical networks, [4], databus, [5], and Multistage

Interconnection Networks, MINs. In particular, binary MINs

have been largely studied. Binary MINs of size N consist of

log2 N stages, each composed of N/2 nodes of size 2 × 2,

and present attractive advantages such as efficient routing algo-

rithms, partitionability, small number of very simple switching

elements. Examples of topologies consisting of log2 N stages

are Omega, Baseline, Butterfly as well as their reverse. All

these topologies are topologically equivalent as shown in [6]–

[8], and have the Banyan property (and for this reason they are

simply called Banyan networks), that is a unique path exists

between any pair of input and output nodes in the network.

On these networks, the all-to-all personalized communication

can be realized by routing a set of N permutations forming a

Latin Square, as shown in [9]–[12]. These algorithms route the

N permutations in pipeline fashion in O(N + log2 N) time.

Unfortunately, log2 N stage MINs are not rearrangeable,

which means they can realize only a subset of the N ! possible

permutations. Hence, if a particular Latin square is desired,

these MINs are not adequate. On the contrary, such Latin

squares can be realized using MINs either with more than

log2 N stages, or without the non unique path property.

In this paper, we take into consideration the 2 log2 N − 1
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stage MIN obtained concatenating two Butterflies, namely the

Butterfly-Butterfly network. There is no proof which states

whether a general double MIN is rearrangeable, and rearrange-

ability is proved only for the Benes network (concatenation

of a Baseline and a Reverse Baseline) through the looping

algorithm [13], as well as for the equivalent networks [7], [8].

However, double MIN networks have many useful properties

and can be exploited for applications requiring specific sets of

permutations.

We propose a method to realize the Latin square consisting

of the identity permutation and its N − 1 rotations. These

permutations can be realized in pipeline fashion, in time

O(N + log2 N) = O(N), that is optimal for all-to-all person-

alized communication. Our method can be applied on systems

using a Butterfly-Butterfly, as well as on systems where there

is a single Butterfly, simply using the interconnection device

twice. Our method can be utilized also in Data Centers where

the interconnecting network is a flattened butterfly [14].

The original contributions of our work are the following:

• We propose a method for all-to-all personalized communi-

cation based on the Latin square consisting of the identity

permutation and all N − 1 right rotations, denoted Right

Latin Square (RLS).

• We describe how to obtain the set of permutations belonging

to RLS on any size Butterfly-Butterfly.

• We design an algorithm to implement our method on a

Butterfly-Butterfly or a single Butterfly, that exploits the

binary destination labels, and has O(N) time complexity,

which is optimal for all-to-all personalized communication.

• We show that our algorithm can be easily utilized on the

flattened butterfly network used in Data Centers.

II. RELATED WORK

All-to-all personalized communication problem has been

extensively studied for many networks topologies.

In past years, many results have been reported for meshes

and tori, that are network models with a simple and regular

topology, a bounded node degree and present a good scal-

ability, see, e.g., [15] and citations thereof, and hypercubes,

that instead have the drawback to be poorly scalable (see,

e.g., [16], [17]). More recently, in [18] a fault tolerant version

of the complete exchange algorithm in Multi-Mesh with n4

processors, using wormhole routing, has been proposed. In [5],

the all-to-all personalized communication problem is addressed

for parallel systems with a huge number of processors n and a

number of data-bus smaller than n/2. A technique for obtain-

ing an optimal schedule for k communicating processor-pairs

in rounds with minimum communication time is presented. The

family of extended generalized fat tree networks extensively

used in HPC and data centers, and direct low-diameter scalable

hierarchical architectures, such as the dragonfly networks, is

considered in [4] where hierarchical exchange is applied.

All-to-all personalized communication can be realized on

MINs with logN stages routing a set of N permutations

forming a Latin Square, as shown in [9]–[12], in time O(N).

The approach described in [9]–[11] needs a pre-computation

phase to generate the Latin square, that must be stored in

memory, whereas the XOR procedure described in [12] does

not need neither explicit generation of the Latin Square, nor

its storage, and works on any binary MIN of any size. A

generalization of the XOR method to generate Latin squares

for d-nary MINs (having d×d switches) is described in [19]. In

[20], [21], all-to-all personalized communication schemes are

proposed for the non-unique path network Generalized Shuffle-

Exchange network, defined for any even value of the size N .

A hierarchical MIN and the switch-adjusting function for the

all-to-all personalized exchange is proposed in [22].

In previous approaches for MINs using the Latin square,

the corresponding matrix consists of admissible permutations

for those topologies, that are a small subset of possible

permutations. If a particular Latin Square is desired, different

topologies must be used. In [23] the MIN+ is specially

designed adding an edge stage to a Butterfly, or a Baseline,

or their reverses, and the XOR method of [12] is used to

generate the Latin square consisting of the identity permutation

and its N − 1 rotations, that we also use in this work.

Furthermore, algorithms for d-nary MINs+ and crossbars of

MINs+ are given, and . in [24], partitionable PMINs+ are

proposed. Unfortunately, adding a new edge stage corresponds

to a hardware modification, and it is not feasible in general. For

this reason, in this work we consider either on the Butterfly-

Butterfly or a single Butterfly used twice. We also consider

the flattened butterfly topology proposed in [14], derived from

the Butterfly. It exploits high-radix routers and global adaptive

routing to give a cost-effective network, and can be used both

in Data Centers and as on-chip network, since it presents lower

hop count than a folded Clos and better path diversity than a

conventional Butterfly.

III. BACKGROUND AND PRELIMINARIES

A binary log2 N stage MIN has N inputs and N outputs

and consists of n = log2 N stages of N/2 nodes that are 2×2
switches. In the following, we use MIN to denote a binary

log2 N stage MIN, and we write logN to mean log2 N .

In a MIN, each node belonging to stage j, 0 < j < logN−
1, is connected with two nodes of stage j − 1 and two nodes

of stage j + 1, according to a rule depending on the network

topology. Each node in stage j = 0 is connected with a pair

of inputs and each node in stage j = logN − 1 is connected

with a pair of outputs. In Figure 1, we show two topologies.

Fig. 1: A Shuffle and a Butterfly of size N = 8.
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Fig. 2: Node states: straight and cross.

Each node of the MIN has two input ports i0 and i1, two

output ports o0 and o1 and can assume the straight or the cross

state, as shown in Figure 2.

Each input i of a MIN has a label consisting of n = logN
bits which is the binary representation of the value i. Similarly,

each node has its binary label: starting from the upper row and

going down to the lower one, the nodes are labelled from 0 to
N
2 − 1 with the corresponding binary label.

In the following, we refer in particular to the Butterfly

network, Butterfly for short, defined as in Definition III.1.

Definition III.1. An edge stage is a Butterfly edge stage of

size l, l = 1, 2, · · · , n − 1 if any node, having its (n − 1)-bit
binary label v, in the left node stage is connected to node v′

in the right node stage if and only if v = v′ (straight edge)
or v and v′ differ only in the l-th bit (cross edge). A Butterfly

is a logN stage MIN consisting of an ordered sequence of
Butterfly edge stages of increasing size from 1 to n− 1.

The network configuration of a MIN is defined by the switch

setting of its N
2 logN nodes, that is specifying the state of

each network node. A given network configuration can be

represented as a matrix M = (mh,k), h = 0, . . . , N
2 − 1,

k = 0, . . . , logN − 1, where entry mh,k represents the h-th

node in stage k. Entry mh,k belongs to set {0, 1}, its value is

0 if the node is set to straight and 1 if the node is set to cross.

Definition III.2. Permutations realizable by a MIN are
called admissible permutations. A MIN of size N can realize
2

N
2 logN = N

N
2 permutations, each corresponding to one of

the 2
N
2 logN possible network configurations.

Binary logN stage MINs have interesting properties.

Property III.1. Any logN stage MIN satisfies the Banyan
property, that is for any input and any output there exists a
unique path connecting them, passing once through each stage.

Property III.2. Any logN stage MIN has the self-routing
property: given any input and any output, the path connect-
ing them can be determined using the binary representation
dn−1dn−2 . . . d1d0 of the destination output D, thus determin-
ing the state of the traversed switch on each stage. Namely,
di = 0 implies the path uses the upper output port and di = 1
implies the path uses lower output port of the switch.

The self-routing property is useful to determine the path

from an input to an output, but when multiple paths are to be

established simultaneously, there may be conflicts.

Definition III.3. An internal conflict on a MIN occurs when
two paths entering the same switch request to exit from the
same output port.

To determine internal conflicts, the conflict window defined

on the binary permutation matrix can be used, as described

for the Shuffle network in [25]. If a different MIN topology

is used, the permutation matrix needs to be conveniently built,

suitably modifying the original one.
The permutation matrix P for the Shuffle is obtained

concatenating the binary representation of each source

S = sn−1sn−2 . . . s1s0 with the binary representation of

the requested destination D = dn−1dn−2 . . . d1d0. Each

row of the resulting permutation matrix is of the form

[sn−1sn−2 . . . s1s0dn−1dn−2 . . . d1d0]. Rows of P are in as-

cending order with respect to the values of the destinations.

When a Butterfly is considered, the binary representation

of sources needs to be rotated right one position, and each

row is of the form [s0sn−1sn−2 . . . s1dn−1dn−2 . . . d1d0]. A

Permutation matrix for the Butterfly network is shown in

Figure 3. Internal conflicts are detected checking the n − 1
possible conflict windows, each corresponding to a sub-matrix

of P consisting of n consecutive columns. Since the source

and destination addresses are all different, the n− 1 interme-

diate windows obtained starting from the second bit of the

source label must be considered, namely the windows W1 =
sn−1sn−2 · · · s1dn−1, W2 = sn−2sn−3 · · · s1dn−1dn−2, . . . ,

Wn−1 = s1dn−1dn−2 · · · d1, again referring to a Butterfly.

If a window consists of N different rows, i.e. the N binary

representations from 0 to N − 1, the corresponding stage of

switches will not produce conflicts. On the contrary, if in

window Wj two identical binary sequences are present, there

will be a conflict on the corresponding node stage j − 1.
An example of non-admissible permutation is shown in

Figure 3, where some internal conflicts are highlighted. For

example, considering the first conflict window W1 - which

includes columns from the second to the fifth - we notice that

rows 4 and 8 are identical (they are both 1000), corresponding

to a conflict between inputs 8 and 9 on node stage 1, as

highlithed in red on the MIN.
Notice that conflicts are detected in accordance with the

self-routing algorithm given in Property III.2, namely using the

rightmost bit in each row of the conflict window to determine

the state of the traversed switch on the corresponding stage.

Definition III.4. A Latin Square of order N is defined as an
N ×N matrix A = (ai,j), i, j = 0, . . . , N − 1, where entries
ai,j belong to set {0, 1, . . . , N − 1} and no two entries in a
row or a column have the same value.

The following is an example of a Latin Square of order 8.⎛
⎜⎜⎜⎜⎜⎜⎜⎝

5 2 4 0 1 6 7 3
4 3 5 1 0 7 6 2
6 1 7 3 2 5 4 0
7 0 6 2 3 4 5 1
2 5 0 4 6 1 3 7
3 4 1 5 7 0 2 6
1 6 3 7 5 2 0 4
0 7 2 6 4 3 1 5

⎞
⎟⎟⎟⎟⎟⎟⎟⎠

In this paper, we are interested in the Latin square whose

permutations are rotations of the identity.
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P =

⎛
⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎝

0 0 0 0 0 0 0 0
0 1 1 1 0 0 0 1
0 0 0 1 0 0 1 0
1 1 0 0 0 0 1 1
0 0 1 0 0 1 0 0
0 1 0 1 0 1 0 1
0 0 1 1 0 1 1 0
0 1 0 0 0 1 1 1
1 0 1 1 1 0 0 0
0 1 1 0 1 0 0 1
1 0 1 0 1 0 1 0
1 1 0 1 1 0 1 1
1 0 0 1 1 1 0 0
1 1 1 0 1 1 0 1
1 0 0 0 1 1 1 0
1 1 1 1 1 1 1 1

⎞
⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎠

Fig. 3: Permutation matrix for permutation
(

0 1 2 3 4 5 6 7 8 9 10 11 12 13 14 15
0 14 2 12 4 10 6 8 7 3 5 11 9 13 1 15

)
, with some internal

conflicts highlighted. Notice that input labels are right-shifted because we use the Butterfly topology.

Definition III.5. Given a permutation π on N elements, a left
rotation of order k, with k = 1, . . . , N − 1, is the permutation
πl
k obtained from π in the following way:

πl
k(i) = π(i) + k mod N (1)

Analogously, a right rotation of order k is the permutation πr
k

obtained from π in the following way:

πr
k(i) = π(i)− k mod N (2)

Observe that, if π is a permutation on N elements, πl
k =

πr
N−k, for k = 1, . . . , N − 1.

Let us consider the identity permutation, namely the permu-

tation id such that id(i) = i, ∀i. We call canonical left (right)
rotations the left (right) rotations obtained starting from the

identity permutation.

Definition III.6. The canonical Left and Right Latin Squares
LLS and RLS , are the Latin squares consisting of the identity
and the N − 1 left or right rotations taken in natural order,
respectively.

Notice that LLS is a symmetrical reduced Latin square,

namely the first row and first column appear in natural order,

and RLS is symmetrical with respect to the anti-diagonal, and

has the identity on the first row and the reverse identity on the

last column.

Using RLS has many advantages, namely there is no need

to store the Latin square, and each processor can compute the

sequence of the N−1 processors to which sends the personal-

ized message using its identifier decreased by k mod N , for

k = 1, . . . , N − 1.

Unfortunately, a MIN cannot realize neither the identity

permutation nor any left or right rotation, hence it cannot

realize any canonical Latin square.

Fig. 4: Realization of πr
1 on a Butterfly-Butterfly of size N =

8. The input labels sequence highlighted in red represents πl
1.

To realize these rotations, double MINs can be taken into

consideration. A double MIN is a multistage interconnection

network obtained by concatenating two MINs, overlapping the

last stage of the first MIN with the first stage of the second

MIN. Hence, a double MIN has 2 logN − 1 stages, numbered

from 0 to 2 logN − 2, and its intermediate or middle stage,

where the two component MINs overlap, is stage logN − 1.

In the following, we consider the double MIN consisting of

two Butterflies, denoted as Butterfly-Butterfly. Figure 4 shows

a Butterfly-Butterfly with N = 8 inputs.

IV. THE CANONICAL LATIN SQUARE ON THE

BUTTERFLY-BUTTERFLY

In this paper, we address the problem of realizing the right

canonical Latin square RLS , highlighting and exploiting the

relation existing between RLS and LLS . In fact, rotation

πr
k on row k of RLS , whose elements are the destination

processors, is associated to rotation πl
k on row k of LLS ,

whose elements represent the sequence of input labels obtained

when outputs are considered in their natural order. Hence when

we route permutation πr
k we observe on the network outputs
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the sequence of input labels forming πl
k. In Figure 4, the

realization of permutation πr
1 = [7 0 1 2 3 4 5 6] is shown, and

the sequence of input labels of rotation πl
1 = [1 2 3 4 5 6 7 0]

is visible in red on the nodes of the last stage.

In the following, we describe how to realize the right

canonical Latin square RLS . In particular:

1. We introduce our technique to route the identity permu-
tation on the Butterfly-Butterfly, and give Theorem IV.1

stating its routability (see Subsection IV-A).

2. We show how to realize the first right rotation modifying

the permutation obtained in the middle stage when routing

the identity permutation. We give Theorem IV.2 stating its

routability (see Subsection IV-B).

3. We show how to realize every rotation on a Butterfly-

Butterfly showing how to modify the middle stage per-

mutation obtained when routing the identity permutation.

We give Theorem IV.3 stating the routability of RLS (see

Subsection IV-C).

Due to space limitation we omit the proof of the theorems

given in this section.

A. Routing of the identity permutation

Our idea to route the identity permutation through the

Butterfly-Butterfly is to find a permutation that, if applied

twice, returns the identity: it will be applied once on the first

Butterfly and once on the second one. Among all the possible

permutations with this property (that is π ◦ π = id, that is

also equivalent to say π = π−1), we consider a permutation π̂,

that maps all even inputs to the first half outputs (first half of

the permutation) and all odd inputs to the second half outputs

(second half of the permutation), according to a rule that we

explain here below. We state in Theorem IV.1 that π̂ is an

admissible permutation for the Butterfly. Applying π̂ twice

corresponds to using the same switch configuration on both

the two Butterflies composing the double MIN.

Before we explain how permutation π̂ acts, we

introduce some notation. Given any permutation(
0 1 2 · · · N

π(0) π(1) π(2) · · · π(N)

)
, we divide both inputs

and outputs into two groups, and we denote:

• IG1, the input group containing {0, 1, . . . , N
2 − 1};

• IG2, the input group containing {N
2 ,

N
2 + 1, . . . , N − 1};

• OG1, the output group containing {0, 1, . . . , N
2 − 1};

• OG2, the output group containing {N
2 ,

N
2 + 1, . . . , N − 1}.

1) Description of π̂: Permutation π̂ acts as follows.

1) Even inputs {0, 2, 4, . . . , N − 2} are mapped to OG1 by

π̂; in particular:

a) The even inputs of IG1 are mapped to the even outputs of

OG1 in ascending order, i.e. 0, 2, . . . , N
2 − 2; this group

of inputs maintains its position in π̂, i.e. π̂(i) = i.

b) The even inputs of IG2 are mapped to the odd outputs of

OG1 in reverse order, i.e. N − 2, N − 4, . . . , N2 ; hence,

input i is sent to output π̂(i) = N − 1− i. Note that the

sum of each input-output pair is N − 1 meaning that the

binary label of the sum is 1 . . . 1 and the binary labels

of i and π̂(i) are one the complement of the other.

2) Odd inputs {1, 3, 5, . . . , N − 1} are mapped to OG2 by

permutation π̂; in particular:

a) The odd inputs of IG1 are mapped to the even outputs of

OG2 in reverse order, i.e. N
2 −1, N

2 −3, . . . , 1; similarly

to the case (1b), input i is sent to output π̂(i) = N −
1 − i, and the binary labels of i and π̂(i) are one the

complement of the other.

b) The odd inputs of IG2 are mapped to the odd outputs

of OG2 in ascending order, i.e. N
2 + 1, N

2 + 3, . . . , N −
1; similarly to the case (1a), these inputs maintain their

position in π̂, i.e. π̂(i) = i.
The permutation π̂ obtained according to the above descrip-

tion is the permutation:
(

0 1 2 3 · · · N
2

− 2 N
2

− 1

0 N − 2 2 N − 4 · · · N
2

− 2 N
2

· · ·

N
2

N
2

+ 1 N
2

+ 2 N
2

+ 3 · · · N − 2 N − 1
N
2

− 1 N
2

+ 1 N
2

− 3 N
2

+ 3 · · · 1 N − 1

)
.

2) Description of second application of π̂: When π̂ is

applied for the second time, it acts in the following way and

produces the identity.

1) Inputs in even positions {0, 2, . . . , N
2 − 2, N

2 − 1, N
2 −

3, . . . , 1} are mapped to OG1 by π̂, forming the first half

of identity; in fact:

a) Inputs in even positions of IG1, that after the first

application of π̂ are still {0, 2, . . . , N2 − 2}, maintain

again their position, then are again {0, 2, . . . , N
2 − 2}.

b) Inputs in even positions of IG2 after the first application

of π̂ are {N
2 − 1, N

2 − 3, . . . , 1} and are mapped to

the odd outputs of OG1 in reverse order, thus becoming

{1, 3, . . . , N
2 − 3, N

2 − 1}
2) Inputs in odd positions {N−2, N−4, . . . , N

2 ,
N
2 +1, N

2 +
3, . . . , N − 1} are mapped to OG2 by permutation π̂
forming the second half of identity; in fact:

a) Inputs in odd positions of IG1 after the first application

of π̂ are {N − 2, N − 4, . . . , N
2 } and are mapped to the

even outputs of OG2, in reverse order, thus becoming

{N
2 , . . . , N − 2}.

b) Inputs in odd positions of IG2, that after the first appli-

cation of π̂ are still {N
2 +1, N

2 +3, . . . , N−1}, maintain

again their position and are {N
2 +1, N

2 +3, . . . , N − 1}.

3) Routability of π̂ and identity.: Theorem IV.1 shows

that π̂ is an admissible permutation for the Butterfly and,

consequently, identity can be routed on the Butterfly-Butterfly.

Theorem IV.1. (i) Permutation π̂ is an admissible permuta-
tion for the Butterfly.

(ii) The identity permutation is routable on a Butterfly-
Butterfly using twice the routing scheme for π̂.

Properties of the binary labels used for the inputs and

the destinations, and the scheme described above allow us
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Fig. 5: Identity routing on a Butterfly-Butterfly with N = 16.

to obtain the switch configuration to route the intermediate

permutation π̂, and then applying again the same scheme

to obtain the identity permutation. This holds for Butterfly-

Butterfly networks of any size.

B. Routing the first right rotation

To route the right rotation of order 1, πr
1 , that is(

0 1 2 · · · N − 3 N − 2 N − 1
N − 1 0 1 · · · N − 4 N − 3 N − 2

)
, the idea is to

modify in a suitable way the switch configuration used for

the identity permutation, according to the following points:

1) We want to maintain the setting of the first node stage

(stage 0 of the double MIN), where nodes are all set to

straight, thus still routing all even inputs to OG1 and all

odd inputs to OG2 in the intermediate stage.

2) We want to modify the second Butterfly switches so that

the sequence of input labels associated to outputs of the

Butterfly-Butterfly in their natural order alternate starting

from an odd value.

3) We want to modify the first Butterfly switches so that

the intermediate permutation is the correct one when

composed with the action of the modified configuration

of the second Butterfly, previous Point (2).

The modification required by Point (2) above is to set

network switches in such a way that the order of the input

labels on stage 2 logN − 1 alternates odd and even values

starting from an odd value, differently from the identity, where

values are alternated starting from an even value.

To obtain that the alternating values start from an odd value,

we modify the stage logN of the Butterfly-Butterfly, that

is the stage after the intermediate stage, by complementing

each of its node, namely straight nodes become cross and

vice-versa. The effect of this complementation (leaving un-

changed all other remaining nodes) is to route the permuta-

tion
(

0 1 · · · N
2 − 1 N

2
N
2 + 1 · · · N

N
2 − 1 N

2 − 2 · · · 0 N − 1 N − 2 · · · N
2

)

instead of identity.

To obtain the desired rotation, that is πr
1 , we need now to

modify the switch configuration of the first Butterfly, Point (3)

above, in such a way we can exploit the described setting of

the second Butterfly, that is the configuration used to route the

identity, with its first stage complemented (stage logN in the

Butterfly-Butterfly).

Notice that in the following description we will refer to the

sequence of input labels instead of permutations, that is we

are referring to πl
1 instead of πr

1 . This way we can leverage

properties of the binary labels of the inputs.

The intermediate permutation, denoted as πr
1−int, we need

to realize πr
1 exploiting the described switch configuration of

the second Butterfly is based on the following remap between

input labels of π̂ and πl
1−int, where we mean that the values

on the left-hand side of the two tables must become those on

the right-hand side:

⎛
⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎝

N
2
− 1 → 1

N
2
− 2 → 2

...
...

...

1 → N
2
− 1

0 → N
2

⎞
⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎠

Input labels of OG1.

⎛
⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎝

N − 1 → N
2
+ 1

N − 2 → N
2
+ 2

...
...

...

N
2
+ 1 → N − 1

N
2

→ 0

⎞
⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎠

Input labels of OG2.

Hence, the intermediate permutation for πr
1(i) is:

πr
1−int(i) = π̂(N2 − i), for i = 0, . . . , N − 1.

In the case of a Butterfly-Butterfly of size N = 16,

πr
1−int is

(
0 1 2 · · · 13 14 15
7 8 6 · · · 11 5 9

)
, whereas πl

1−int is(
0 1 2 · · · 13 14 15
8 10 6 · · · 11 7 9

)
.

Note that with the remapping above the sum of the π̂
and πl

1−int input labels is N
2 mod N . Let us denote I and

S the π̂ and πl
1−int input labels respectively, having binary

labels in−1in−2 . . . i0 and sn−1sn−2 . . . s0. Then the property

in Proposition IV.1 holds.

Proposition IV.1. I + S = N
2 mod N ⇐⇒ either in−1 =

sn−1 and in−2 . . . i0 is the bit-wise complement of sn−2 . . . s0
starting from in−2 and ending with the rightmost 1 excluded,
or in−1 �= sn−1 and in−2 . . . i0 = sn−2 . . . s0 = 0 . . . 0.

We can exploit Proposition IV.1 to obtain the intermediate

permutation πr
1−int starting from the intermediate permutation

needed for routing the identity on the Butterfly-Butterfly. In

Lemma IV.1 and in Theorem IV.2, we state that πr
1−int and πr

1

are admissible permutations for the Butterfly and the Butterfly-

Butterfly respectively.

Lemma IV.1. Permutation πr
1−int is routable on the Butterfly

network.

Theorem IV.2. Permutation πr
1 is routable on the Butterfly-

Butterfly network.

The remapping described above, the property of the binary

labels given in the Proposition IV.1 and Theorem IV.1 allow

us to state Lemma IV.1 and Theorem IV.2.
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C. Routing all other rotations

In the previous subsections, we showed that the

identity (corresponding to the rotation of order

0) and the right rotation of order 1 πr
1 , that is(

0 1 2 · · · N − 3 N − 2 N − 1
N − 1 0 1 · · · N − 4 N − 3 N − 2

)
, are routable on

the Butterfly-Butterfly network of any size. In Theorem IV.3,

we show that also all other rotations are routable on the

Butterfly-Butterfly.

Remark IV.1. The switch configuration of the second Butterfly
is the same used for routing the identity for all even rotations,
whereas for all odd rotations the first stage of the second But-
terfly (stage logN in the Butterfly-Butterfly) is complemented
(with respect to the switch setting used for routing the identity).

Theorem IV.3. The Butterfly-Butterfly network can route every
rotation.

The idea behind the proof is that a rotation of order k can

be obtained subtracting k mod N to each destination of the

identity, whereas the input labels of the intermediate rotations

πl
k−int can be obtained subtracting k mod N to each element

of permutation π̂ if we are considering even rotations, or k−1
mod N to each element of πl

1−int for odd rotations. Then,

by contradiction can be proved that no conflicts occur in any

rotation.

V. REALIZATION OF RLS AND APPLICATIONS

In this section we describe how to set the Butterfly-Butterfly

switches (or, equivalently, twice the single Butterfly) to realize

the rotations forming the canonical Latin square RLS (see

Subsection V-A). We also discuss how our method can be used

in case a flattened butterfly is used (see Subsection V-B).

A. Generation of the ordered sequence of rotations

The generation of the sequence of permutations belonging

to RLS can be obtained setting the switches when they are

traversed, exploiting the destination labels.

The starting point is the switch setting used to realize the

identity permutation. The switch setting for all other permuta-

tion of RLS is obtained using the self-routing method: each

processor generates the destination label for each permutation

as the concatenation of the destination label of the intermediate

permutation and the final destination (dropping the leftmost

bit for this second label), and proceeds with this generation in

sequence for all permutations.

Labels built this way consist of 2 logN − 1 bits, that are

used to set the switches both on the first and the second MIN.

The intermediate permutation routed by the identity can

be obtained following a simple scheme derived from the

description given Subsection IV-A1.

The generation of each intermediate permutation πr
k−int,

associated to rotation k, is realized using the values of π̂.

The pseudocode for the generation of the sequence of

destination labels is given in Algorithm 1.

Algorithm 1: Destination Labels Generation

Input: i - input Processor

Output: binaryDestLabels - array of (N − 1) binary

labels

for k = 1, . . . , N − 1 /* rotations loop */

do
if k is even then

πr
k−int(i) ← π̂(i− k mod N)

else
πr
k−int(i) ← π̂(N2 − i+ k − 1 mod N)

end
πr
k(i) ← id(i− k mod N)

binDestInt ← dec2bin(πr
k−int(i))

binDest ← dec2bin(πr
k(i))

Drop the leftmost bit of binDest
binaryDestLabels(k) ← binDestInt | binDest

end

Remark V.1. The generation of all N rotations on a Butterfly-
Butterfly of size N takes (2 logN − 1) + (N − 1) stage
traversing cycles, where (2 logN − 1) cycles are for routing
the first rotation and the remaining (N − 1) cycles are for
the other (N − 1) rotations, using the pipeline mode. If the
interconnection device is a single Butterfly, then the number of
cycles is (2 logN)+(N−1), because there is not overlapping
between stages.

B. All-to-all personalized communication for Data Center

The flattened butterfly proposed in [14], gained great pop-

ularity thanks to its routing capability. It can be exploited

both as a datacenter network (see, e.g., [26]) and as an on-

chip interconnection network (see, e.g., [27]). The flattened

butterfly is derived from a conventional Butterfly (k-ary, n-fly

or n stages) combining or flattening the routers in each row

of the network into a single router. An example of 2-ary 4-flat

flattened butterfly, corresponding to a conventional Butterfly of

size N = 16, is shown in Figure 6.

Fig. 6: Flattened Butterfly of size N = 16.
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As a row of routers is combined, links entirely local to the

row are eliminated, and all other links of the original Butterfly

remain in the flattened butterfly. Since channels (i.e. links) in a

flattened butterfly are symmetrical, each link in Figure 6 repre-

sents a bidirectional channel (i.e. two unidirectional channels),

while each link of the Butterfly represents a unidirectional

channel.

Using the destination labels generated as described in Algo-

rithm 1, leveraging capacity of routers of the flattened butterfly

and using non-minimal routing, the all-to-all personalized

communication on the flattened butterfly is realized in optimal

time. In fact, the switch setting of the self-routing algorithm

can be adapted for the flattened butterfly, distinguishing when

an intra- or inter-router hop must be realized, according to

the index of the switch in the flattened butterfly and the

corresponding switch in the Butterfly-Butterfly, and exploiting

the definition of Butterfly edge stage given in Definition III.1.

Notice that using Algorithm 1, load balancing is naturally

obtained and no channel is either underutilized or overloaded,

but instead the load is equally distributed among channels.

VI. CONCLUSIONS

In this paper, we addressed the problem of realizing the all-

to-all personalized communication, both on distributed systems

where the interconnection device is a Butterfly-Butterfly or a

single Butterfly where information passes through twice, and

in Data Centers using the flattened butterfly.

We realize the communication according to the scheme

provided by a particular Latin square, that we call RLS , and

consists of the identity permutation and all the right rotations

taken in natural order. This Latin square presents very useful

properties that can be exploited in practical applications, and

make its storage unnecessary. The natural order of the rotations

in RLS allows each processor to generate the sequence of

the destinations, using only its identifier and the index of the

current rotation.

We showed how to obtain the switch setting defining the

intermediate permutation associated to each final destination

and proved the routability of such intermediate permutations.

Knowing the intermediate and final destinations, the self-

routing algorithm can be exploited to set switches when

information traverses the interconnection network.

One of the advantages of our algorithm is the usage of a very

popular and well studied topology, the Butterfly, employed

both in distributed systems and in Data Centers. Furthermore,

our algorithm requires O(N) time to realize the all-to-all

communication, that is optimal.
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